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Abstract— In this paper, there stated solutions to the activity
recognition competition for the HEART-MET dataset. At first,
the provided dataset was analyzed to identify problems in
the competition. To overcome the problems, asymmetric loss
function and Jensen-Shannon Divergence were applied to a
video swin transformer and MViT-v2 models to make the
best prediction model. According to the IROS2022 testing
leaderboard, the submitted model could be reached a score
of 0.35776 for the true-positive rate.

I. INTRODUCTION

Perception is necessary for robotic systems to be aware
of their circumstances. The capability of robotic perception
is growing by fusing artificial intelligence (AI) recently. AI-
powered perception provides useful information from vision
data. And this fact is proven in various recent research
works. One of the objectives of the research works is to infer
human activity. Especially, robotic systems to assist humans
should be able to catch human activity to be coexistence
within close spaces. The assistive robots with understanding
human activity could help to increase convenience and avoid
accidents. By definition in the dictionary, the activity means a
situation in which a lot of things are happening or people are
moving around. The activity can be regarded as a sequence of
certain actions. Let us imagine a “cleaning” activity. Then
the activity can be decomposed into specific actions, such
as sweeping and rubbing. The activity has comprehensive
meaning than the action. Likewise actions, the activity is
represented by a sequence of images. This sequence is as
known as a video. In terms of AI-based classification, activity
recognition is handled by video classification models.

Technically, video classification models can be categorized
into CNN-based and video transformer-based approaches.
The CNN-based approaches is designed to use 3D CNN
[1] or combine with RNN [2]. From the perspective of
spatial features, this approach works well since many useful
pre-trained CNN models having good performances are
already available. However, the CNN-based approaches have
some drawbacks to extract temporal features. Usually, the
convolution filters are effective to catch variations of pixel-
level distribution. However, the temporal features come out
from variations of object-level distribution. The RNN can
extract temporal features from a sequence of spatial features.
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But long-term temporal features might be diminished from
the RNN memories. Meanwhile, the video transformer is
an extension of the vision transformer (ViT) [3]. Similar
to the ViT, the video transformer makes patches from all
images in the video. The patches are projected onto trainable
embedding vectors. Then, spatial and temporal features can
be obtained by multi-head self-attention (MHSA) blocks.
The MHSA block calculates attention scores for all patches.
So, the video transformer alleviates the disadvantages of
CNN-based methods. Based on the background, the latest
video transformer models are used in activity recognition
competition. The rest of this report is consist of dataset
analysis, proposed method, evaluation, and conclusion.

II. DATASET ANALYSIS

In this competition, the provided dataset is composed
of video clips for 19 categorized human activities. For
training samples, the number of total video clips is 782,
and specific statistics for each class are shown in Table I.
This dataset has two main problems to solve before training.
First, the training dataset was not provided sufficiently to
train from scratch. Maximum counts of the samples do
not exceed 79, this condition insufficient to catch spatial
and temporal features. In terms of accuracy, highly-ranked
recognition models are the results of training with hundreds
or thousands of learning samples. To overcome the lack of
sample quantity, a proposed model learns starting from a pre-
trained video transformer model. Second, samples for each
class did not distribute evenly. The difference in quantity
between the minimum and maximum samples is too much,
so it leads to class imbalance. The proposed method will
use an asymmetric loss function [4] to compensate for the
class imbalance. For testing samples, the number of total
video clips is 250. Some of the corrupted clips interfered
with learning recognition models. To fix this problem, the
corrupted clips were labeled to be an unknown activity
category.

III. PROPOSED METHOD

A. Activity Recognition Model

In the proposed method, the video swin transformer [5]
and MViT-v2 [6] were used. The video recognition models
had reached state-of-the-art accuracy for kinetics datasets.
The video swin transformer extracts spatial and temporal
features with 3D-shifted windows for 3D patch embedding
vectors. Whereas, the MViT-v2 extracts the features with



TABLE I: Statistics of the provided training set

ID category number of samples
0 Opening the door and walking in/out 28
1 Putting on a jacket 18
2 Touching a hot surface 22
3 Opening the fridge 18
4 Drinking water 79
5 Colliding against something 20
6 Eating food with a fork 79
7 Coughing or sneezing 20
8 Wiping a table 20
9 Reading a book 76
10 Neck roll exercise 20
11 Freehand exercise 20
12 Lying down 46
13 Limping 21
14 Talking on the phone 78
15 Using a computer 78
16 Falling down 21
17 Brushing teeth 58
18 Writing 60

resolution-channel scaling and pooling attention mechanism.
The transformer models make logit outputs by attaching a
fully-connected layer. The purpose of this challenge is to
make a JSON file filled with class predictions and confidence
scores for corresponding video clips. As shown in Fig. 1,
there are two branches to calculate the class predictions
and confidence scores. The Softmax branch normalizes the
logit vectors in the axis of overall classes. The class pre-
dictions can get by selecting the highest-valued index in
the normalized vectors. The Sigmoid branch normalizes the
logit vectors in the axis of an individual class for each
batch. The normalized values represent the probability of
prediction results. Also, the normalized values could regard
as confidence scores. The output of the sigmoid path was
used to measure probability distribution between the training,
validation, and testing sets. There are some variants of the
transformer models by their neural network parameters. To
select the activity recognition models, it was considered to
be the availability of pre-trained weights. The availability of
pre-trained weights was important for two reasons. First, the
number of provided train samples was not sufficient to max-
imize classification performance. Second, the transformer-
based models had been known to need fine-tuning to reach
the best performance.

B. Loss Function

As mentioned earlier, the quantities of each label of the
provided dataset are not equally distributed. The class im-
balance leads to biasing to converge to solve easy examples
well. The training set includes 79 video clips for “Drinking
water”. For this category, the proposed model might learn
relatively well. Whereas, in the case of “Putting on a jacket”,
the proposed model might learn features weakly since the
training set includes only 18 video clips.

To solve the problems, the proposed model calculates loss
with the asymmetric loss proposed in [4]. Basically, the
asymmetric loss is for multi-label classification problems.
But, the proposed model can be applied to the asymmetric

Fig. 1: Proposed neural network architecture

loss function since it includes a Sigmoid layer. Also, the
proposed model has a Softmax layer, so the cross-entropy
loss function can be used. Consequently, the proposed model
was optimized by the average loss calculated by asymmetric
and cross-entropy loss functions.

C. Jensen-Shannon Divergence

Fundamentally, trained models need to verify during a
learning process with a validation set. The validation set
needs target data to measure model performance. In case
of the absence of a validation set, a training set could be
split into a down-sized training set and a validation set.
Even though the fundamental rule needs to be fulfilled, all
training samples were used to train the proposed model due
to the insufficient quantity of training set. In this competition,
a probability distribution of a test set was assumed to be
nearly identical to the training set. Then, the learning status
could verify by measuring the distance of probability density
between the training and test set. The distance of probability
density can be calculated by Jensen-Shannon Divergence
(JSD). The JSD between two probability distributions p and
q is defined by 0.5 × {DKL(p||q) + DKL(q||p)}, where
the DKL is Kullback-Leibler Divergence (KLD), and it
defined by DKL =

∑
pilog(pi/qi). The KLD can represent

the informational differences, but it does not symmetric,
such as DKL(p||q) ̸= DKL(q||p). On the other hand, the
JSD is totally symmetric since it averaged for two KLD
results. Thus the JSD can use as a measurement basis. If
the probability distributions were similar, then the JSD has a
small value. So, corresponding checkpoints were saved if the
calculated JSD was the smallest value during each training
iteration.

D. Preprocessing

OpenCV is one of the famous image and video process-
ing tools. This tool is convenient to use, and it supports



various useful functions. With this tool, the video source
is transformed into 3D tensors. The number of frames fluc-
tuates for each video source. Some frames to be the tensor
should be selected to accelerate learning by batch processing.
When reading the frame sequentially, some iteration loops
occurred to stuck during preprocessing. Especially, a clip
”video0141.mp4” in the test set was impossible to read.
To alleviate the problems, the number of real frames was
counted before starting the main loops. Also, the video-to-
tensor conversion function was implemented to return zero-
filled tensors if the frame did not exist at the beginning of
the input clips.

Considering the transformer architectures, the MViT-v2
and video swin transformer interpreted activity features with
3D tensors by selecting 16 and 20 frames respectively.
In this process, a frame selection policy was designed to
select effective frames. The activity features probably appear
in variations between consecutive scenes. So, the frame
selection function was designed to prune the static scenes.
The static scenes could sense with mask calculations by
eliminating non-active areas. As shown in Fig. 2, effective
frames were selected by detecting motions between consec-
utive scenes. To detect motions from clips, gray-scale masks
were generated in traditional ways. The subtractions of
two consecutive images passed through Gaussian blur. Then
they converted to binary masks by setting upper and lower
thresholds. As shown in Fig. 2b, the active area in the masks
was expanded by the dilate function in the OpenCV. The
active area could visualize by overlapping the images and
corresponding masks, as shown in Fig. 2c Consequently, 16
or 20 frames were selected uniformly in the gathered frames
if the number of refined frames was sufficient. Here, the
sampled frames were resized to the resolution of 224 × 224.
Finally, the training set was augmented by RandAugment
function.

(a)

(b)

(c)

Fig. 2: Visualization of frame selection results: (a) source
frame (b) mask (c) source and mask overlapped results

IV. EXPERIMENT

A. Environment Setup

Even though the video swin transformer and MViT-v2
have low-computational complexity, they still need large-
amount of GPU memory for parallel processing. So, the
transformer models were trained on a single NVIDIA Tesla
A100 GPU. The software environment was implemented
with Python and PyTorch for CUDA 11.1. Learning rate
scheduling was applied to boost model performances. The
hyper-parameters were summarized in Table II.

TABLE II: Hyper-parameters

parameter value
epochs 100

batch size 8 (video swin transformer)
24 (MViT-v2)

optimizer Adam
learning rate 0.00002

learning rate scheduler CosineWarmupScheduler [7]
warmup epochs 20

B. Evaluation

In this step, 4 test cases were evaluated to find the best
model. As mentioned earlier, the video swin transformer
(VST) and MViT-v2 have some variants. In this experiment,
VST-B and MViT-v2-S models were used since they were
able to get pre-trained weights easily. Also, traditional cross-
entropy loss and asymmetric loss were applied for each
backbone model. Learning curves in terms of accuracy and
JSD are shown in Fig. 3. In the training step, accuracy
and JSD were converged to be better ways along increasing
epochs. In the validation step, a test set was used to calculate
JSD. The lowest JSD and the last-epoch checkpoints were
used for the final evaluation since the JSD had fluctuated
along increasing epochs. Based on the Fig. 3, checkpoints
were sampled at epochs 83, 73, 80, and 100 for VST-B-
CE, VST-B-Asymmetric, MViT-v2-S-CE, and MViT-v2-S-
Asymmetric, respectively.

V. CONCLUSION

In this report, a video swin transformer and MViT-v2
were used to recognize indoor activities. Due to the lack of
quantity of training samples, transfer learning was applied
via a pre-trained model with Kinetics dataset. The whole
training set was used to make the final prediction model.
To compensate for the absence of the validation set, model
performance was estimated by the JSD calculation. With the
JSD calculation, the best model was able to be selected with
respect to each test case.
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Fig. 3: Comparison learning trend : (a) training accuracy and
loss (b) JSD for validation
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